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CASE STUDY: Sentiment Analysis Model 
 

 

Predicting sentiment’s model with sparklyr (machine learning) 

#The question I want to address with machine learning is whether the attrition reason can be 

predicted based on customer rating. 

 

This week I want to show how to run machine learning applications on a Spark cluster. I am using 
the sparklyr package, which provides a handy interface to access Apache Spark functionalities via R. 

The question I want to address with machine learning is whether the preference for a operator’s cellular can 
be predicted based on preferences of other operator’ cellular. 

 

Apache Spark 

Apache Spark™ can be used to perform large-scale data analysis workflows by taking advantage of its parallel 
cluster-computing setup. Because machine learning processes are iterative, running models on parallel 
clusters can vastly increase the speed of training. Obviously, Spark’s power comes to pass when dispatching 
it to external clusters, but for demonstration purposes, I am running the demo on a local Spark instance. 

 

MLlib 

Spark’s distributed machine learning library MLlib sits on top of the Spark core framework. It implements 
many popular machine learning algorithms, plus many helper functions for data preprocessing. 
With sparklyr you can easily access MLlib. You can work with a couple of different machine learning 
algorithms and with functions for manipulating features and Spark dataframes. Additionally, you can also 
perform SQL queries. sparklyr also implements dplyr, making it especially convenient for handling data. 

 

library(sparklyr) 

spark_install(version = "2.0.0") 

library(sparklyr) 

sc <- spark_connect(master = "local", version = "2.0.0") 
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Preparations 

Before I start with the analysis, I am preparing my custom ggplot2 theme and load the packages tidyr (for 
gathering data for plotting), dplyr (for data manipulation) and ggrepel (for non-overlapping text labels in 
plots). 

 

The Data 

The dataset is part of the world mobile operators (phone carriers) service closures by reason and provides 
scores for how each person rated their experience. The following categories could be chosen: 

 5: I love the service. I think it’s one of the best in the world. 
 4: I like the service. I think it’s considerably above average. 
 3: I’m OK with the service. I think it’s about average. 
 2: I dislike the service I think it’s considerably below average. 
 1: I hate the service. I think it’s one of the worst in the world. 
 N/A: I’m unfamiliar with the service. 

 

Because I think that whether someone doesn’t know a mobile’s operator is in itself information, I recoded 
NAs to 0. 

The question I want to address with machine learning is whether the preference for a mobile’s operator can 
be predicted based on preferences of other mobile’ operators, general knowledge and interest in different 
operators, age, gender, income, education level and/ or location. 

Before I do any machine learning, however, I want to get to know the data. First, I am calculating the 
percentages for each preference category and plot them with a pie chart that is facetted by operator. 

 

 

 

As we can already see from the distributions, there are big differences between mobiles. Some mobiles’ 

operators are very well known and liked (e.g.Nokia, Verizon and the US Mobile), while others are only known 

to a handful of people. 
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Transforming preference values 

As we can see by plotting the distribution of transformed values, they are far from being normal 
distributions. Moreover, we still see big differences between well known and not well known countries - this 
means that the data is unbalanced. 
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Most liked operators and gender biases 

Then, I wanted to know which operators were the most liked and whether we see a gender bias in preference 
for some mobile’s operators. The first plot shows the sum of preference values for each operator, separated 
by male and female answers. 

 

 

mobile from verizon, Nokia and US Mobile were the most liked, from Orange, TracForce and Cricket were 
least liked (that they were also less well known playes into it, of course). No operator shows an obvious 
gender bias, though. 

To dig a bit deeper into gender differences, I am calculating the differences between mean preference of 
males and females for each operator. Here, I am using the operator list that I defined earlier when 
transforming the values. 

Because I want to paste the operator list to dplyr’s functions, I need to use standard evaluation (SE). By 
default, dplyr uses non-standard evalutaion (NSE), i.e. variable names are given without quotation marks. 
This makes it possible to easily convert between R and SQL code. But each dplyr function also has a version 
to use with SE: they each have a “” appended to the function name, here e.g. *mutate_each()*. 

 

 

 

All gender differences are very close to zero, so it seems that men and women generally have similar mobile 

preferences. 
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Spark 

Now, that I’m somewhat familiar with the data, I copy it to the Spark instance: 

cellular_world <- copy_to(sc, cellular_world) 

 

Principal Component Analysis (PCA) 

One of the functions of Spark’s machine learning functions is for PCA: ml_pca(). I am using it to get an idea 

about where the operators fall on a 2-dimensional plane of the first two principal components. 

Preparing the data for machine learning 

First, I need to convert the factor strings of the non-operator features into indexes. To do so, I am using 
the ft_string_indexer() function. For other feature transformation functions, check out sparklyr’s website. 

Now I can divide the data into training and test sets using the sdf_partition() function. 

partitions <- cellular_world_cup %>% 

  sdf_partition(training = 0.75, test = 0.25, seed = 753) 

Modeling 

Now, I run the Random Forest algorithm to predict each operator’s preference based on all other operators’ 
preferences and the demographic information.  

For each operator (as response variable), I am defining the features as all other operators’ transformed 
values and the indexed factor variables. 

Then, I am filtering out all data rows where the response variable was 0. When I left the 0s in the data, the 
operators with many 0s introduced a very strong bias to the prediction. Here, I needed to use standard 
evaluation again, this time with lazyeval’s interp() function and a formula. 

I am using the ml_random_forest() function to run classification models. Initially, I run a model on all 
features, then extract the 10 features with highest importance and re-run the model again on this subset of 
features. This improved the prediction accuracy compared to all-feature-models. 

The sdf_predict() function is used to predict the classes of the test set. To obtain the quality metrics F1, 
weighted precision and weighted recall, I need to copy the prediction table to the Spark instance and run 
the ml_classification_eval() function. 

Finally, I am combining the output tables from all operators’s models to compare. 

 

 

 

 

http://spark.rstudio.com/
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Model evaluation 

Now, I can compare the prediction accuracies for each operator’s model by plotting the F1, weighted 
precision and weighted recall values. 

 Precision 

In classification models, precision gives the proportion of correct classifications or “true positives” (i.e. how 
many of the samples that were classified as “5” were actually a “5”). If we have a high precision, this means 
that our model classified most samples correctly. 

 Recall 

Recall, or sensitivity, gives the proportion of how many of all true “5” samples in the training data were 
correctly classified. If we have a high recall, this means that our model correctly detected most classes. 

 F1 score 

The F-score gives the harmonic mean or weighted average of precision and recall. 

Let’s say we had 10 “5s” in the training data. The prediction table classified 8 samples as “5s”, 6 of which 
were correctly classified. In this example, we have 2 false positives and 4 false negatives. This means we 
would have a precision of 6/8 and a recall of 6/10. 

Conclusions 

This dataset was a bit difficult because the preferences were highly unbalanced, i.e. the distributions of 
preferences were very different between operators. Some operators’ mobiles were largely unknown, while 
others were well known and generally popular. If I kept the unknown class (0) in the prediction models, 
operators with many 0s jumped up in prediction accuracy. But this was mainly due to the fact, that the 
chance of correctly classifying a sample as 0 was over-proportionally high (leading to high precision). 
Removing the 0s while working on raw preference values showed the same effect as before but now 
operators with a majority of 5s (e.g. Nokia) were overly “accurate”. Transforming the data and removing the 
0s led to a more evenly distributed accuracy of well-known and less well-known operators. But by removing 
them, the number of samples used for modeling varied strongly between operators, introducing another 
type of bias. 

It was not possible to avoid bias entirely with this dataset. But I wanted to show it as an example, 
nonetheless. Usually, machine learning examples show datasets where the models worked very well, leaving 
the reader in awe of the powers of machine learning. And while there are certainly powerful and impressive 
prediction models, real-life data is not always as simple. As can be seen with this dataset, it’s not always as 
straight forward to build a good classification model, even though you’d intuitively assume that it should be 
easy to predict cellular preferences based on which other operators someone likes… 

 

 

 

 


